
Exercise 2. RNA-seq  

Part 1. Prepare the working directory. 

1. Use the same computer as the exercise 1. 

2. Connect to your assigned computer.  If you do not know how, follow the instruction at  

http://cbsu.tc.cornell.edu/lab/doc/Remote_access.pdf  (Read the section 

under  “Connection by ssh”. There are separate instructions for Windows and Mac users) 

3. Use the following commands to create a working directory, and copy rice genome 

FASTA file (rice7.fa) and rice annotation file (rice7.gff3) for this homework to the 

working directory.  

 

 

 

 

 

• Replace my_user_ID with your netID. 

 

Part 2. Index the genome file 

1. We are going to use Tophat to align RNA-seq reads to the genome. By default, Tophat 

use bowtie2 as its alignment tool. We will use the bowtie2-build to index the reference 

genome, is this case: rice genome version 7. 

 

 

• This process might take 20 minutes. With “nohup” “>&mylogfile &” before and after 

the command, you would be running the software in background. This way, even if 

you shut down your laptop, you would not affect the job that is running on the 

remote server. 

• Sometime, you might want to terminate a program that is running in 

the background (e.g. you realized that you set the parameter wrong, 

need to restart the job). First use “top” or “ps -u  my_user_ID” to 

find out the process ID (PID) of your program, it should be an 

integer number. Then use the command “kill PID” to terminate the 

mkdir /workdir/my_user_ID/exercise2 

cd /workdir/my_user_ID/exercise2 

cp /shared_data/RNAseq/exercise2/rice7* ./ 

ls 

nohup bowtie2-build rice7.fa rice7 >& mylogfile & 



program. Make sure you use “top” command again to confirm that the 

program is actually killed. 

• If you need to terminate a program that is NOT running in the 

background, press “Ctrl-C” to stop it. If this does not work, you 

can open ssh connection in a new terminal window, and use “kill PID” 

to kill a program that is running. 

• When you use a shell script to run a batch of commands, you will 

need to use “kill PID” to kill both the PID of the shell script, and 

the any of the commands that are still running.   

 

Part 3. Run Tophat and cuffdiff 

1. We have files from four RNA-seq libraries. Running tophat and cuffdiff would take 

several hours. We will prepare a shell script to include every step from running tophat 

on 4 fastq files to run cuffdiff on the 4 bam files. Create a text file with a Text editor (We 

recommend Text Wrangler for mac users, Notepad+ or Edit+ for Windows users). Using 

the content in the black box below. Name the file rnaseq.sh. Upload the file to your 

home directory. 

 

  

 

 

 

 

 

 

 

 

 

 

In this shell scripts including several steps 

tophat -p 2 -o A_r1 -G rice7.gff3 --no-novel-juncs rice7 A_r1.fastq.gz 

tophat -p 2 -o A_r2 -G rice7.gff3 --no-novel-juncs rice7 A_r2.fastq.gz 

tophat -p 2 -o B_r1 -G rice7.gff3 --no-novel-juncs rice7 B_r1.fastq.gz 

tophat -p 2 -o B_r2 -G rice7.gff3 --no-novel-juncs rice7 B_r2.fastq.gz 

mkdir bam 

mv A_r1/accepted_hits.bam bam/A_r1.bam 

mv A_r2/accepted_hits.bam bam/A_r2.bam 

mv B_r1/accepted_hits.bam bam/B_r1.bam 

mv B_r2/accepted_hits.bam bam/B_r2.bam 

cd bam 

cuffdiff -p 2 -o cuffdiffout ../rice7.gff3 A_r1.bam,A_r2.bam B_r1.bam,B_r2.bam 

 



A. Run TOPHAT.  

a. “-p 2”: we will use 2 processors. For this workshop, we put multiple users on 

same computer, you can only use 2 processors at a time. When you are doing 

actual data analysis, you can use up to 8 processers on our 8-core machine. 

b. “-G rice7.gff3” : use the rice7.gff3 as the gene annotation file.  

c. “rice7”: using the bowtie2-build formatted genome database “rice7”.   

B. Organize files after running tophat. 

a. “mkdir bam”. Create a directory named “bam” 

b. As tophat created bam files always have the name “accepted_hits.bam”.  To 

make the downstream analysis easier, you do not want the bam files for each 

sample carry the same name “accepted_hits.bam”.  Using the command “mv 

A_r1/accepted_hits.bam bam/A_r1.bam” to move all the bam 

files into the “bam” directory, and rename it “A_r1.bam”. 

C. Running cuffdiff  

a. -p 8: using 8 cpu cores 

b. -o: specify the output directory 

c. .. /rice7.gff3: the gff3 gene annotation file. In Linux, “..” refer to the upper 

level directory. 

d. A_r1.bam and A_r2.bam are separated by comma “,”. Between “A” 

and “B”, space “ “ are used. The bam files from biological replicates 

should be separated by comma “,”, while bam files from independent samples 

should be separated by space “ “.   

 

2. The following steps will take several hours to finish. You can do the following steps at 

home. 

First, we will copy all the RNA-seq data (fastq) files into the working directory 

 

 

 

 

 

Execute the shell script from the working directory.  

cd /workdir/my_user_ID/exercise2 

cp /shared_data/RNAseq/exercise2/*.fastq.gz ./ 

ls 



If the shell script was created on Windows, make sure to use the dos2unix command to convert 

the file before execution.  You do not need this step if the script was created on a Mac. 

 

 

 

 

 

 

 Now, run the shell script: 

 

 

 

• In Linux, “~” is a shortcut for your home directory. Use  “~/rnaseq.sh” if your script is 

located in the home directory. If you keep the script in the working directory, then 

use “./rnaseq.sh”. 

• This process would take several hours. You need to use “nohup” to run the shell 

script.  

 

Use “top” command to check whether the job is finished or not. If the job is finished, 

you should not see any jobs running under your user name. You should see “cuffdiffout” 

directory should have been corrected. 

 

3. Review the TOPHAT output files. 

The TOPHAT software also created a file called “align_summary.txt”. This file tells you 

what percentage of your reads can be aligned to your reference genome uniquely or 

ambiguously. These are important QC measures you need to keep for your records.  To 

see what are in the align_summary.txt, you can use the command :  

 

 

 

 

cd /workdir/my_user_ID/exercise2 

nohup sh ~/rnaseq.sh >& tophatlog & 

 

cd /workdir/my_user_ID/exercise2 

more A_r1/align_summary.txt 

more A_r2/align_summary.txt 

more B_r1/align_summary.txt 

more B_r2/align_summary.txt 

cd /home/my_user_ID 

dos2unix runseq.sh 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Part 5. Generate MDS plot of the libraries. 

MDS plot can be used to evaluate the variance between biological replicates, and 

identify sample outliers and mislabeled samples. We are going to use edgeR 

package to run MDS.   

First, you need to convert the genes.read_group_tracking file into a tab-delimited 

text file that can be loaded into an R data table. For this, there is a custom made 

PERL script parse_cuffdiff_readgroup.pl on bioHPC lab computers. You will see 

two new files created after this step: edgeR_count.xls and edgeR_fpkm.xls.  

 

cd /workdir/my_user_ID/exercise2/bam/cuffdiffout   

parse_cuffdiff_readgroup.pl   

 

1. From the ssh terminal, type “R” and press return.  Now, you are in R 

console. Use the following steps to generate a PDF file with MDS plot of the 

samples. 



 

 

 

 

 

 

library("edgeR")  

x <- read.delim("edgeR_count.xls", row.names='Gene')  

group <- factor(c(1,1,2,2))  

y <- DGEList(counts=x,group=group)  

y <- calcNormFactors(y)  

pdf("myplot.pdf")  

plotMDS(y, col=c(rep("red",2), rep(“blue”, 2)))  

dev.off()  

quit() 

 

• In this homework, there are two biological conditions with two replicates 

for each condition. If your data set is different, you need to modify the 

c(1,1,2,2) and c(rep("red",2), rep(“blue”, 2)). 

2. Transfer the myplot.pdf file back to your computer. 

 

 

Part 6. Using EdgeR to identify differentially expressed genes. 

In this section, we will use a different statistics method to detect differentially 

expressed genes. On study showed that EdgeR perform better than cuffdiff in 



both sensitivity and specificity. (Rapaport F et al. Comprehensive evaluation of 

differential gene expression analysis methods for RNA-seq data. Genome Biology 

2013, 14:R95)   

You will use the same edgeR_count.xls (read count) file created with 

parse_cuffdiff_readgroup.pl in Part 5.  

1. From the ssh terminal, type “R” and press return.  Now, you are in R 

console.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

library("edgeR")  

x <- read.delim("edgeR_count.xls", row.names='Gene')  

group <- factor(c(1,1,2,2))  

y <- DGEList(counts=x,group=group)  

y <- calcNormFactors(y)  

# only keep genes with cpm value greater than 1 in at least 2 

samples  

keep <-rowSums(cpm(y)>=1) >=2  

y<-y[keep,]  

# write the CPM values into a tab-delimited text file  

# cpm stands for counts per million.  

d <- cpm(y)  

write.table(d, "CPM.txt", sep="\t") 

design<-model.matrix(~0+group)  

y <- estimateGLMCommonDisp(y,design)  

y <- estimateGLMTrendedDisp(y,design)  

y <- estimateGLMTagwiseDisp(y,design)  

fit<-glmFit(y,design) 

lrt.2vs1 <- glmLRT(fit, contrast=c(-1,1)) 

top2v1 <- topTags(lrt.2vs1, n=5000)  

write.table(top2v1, "diff2-1.txt", sep="\t")  

 



 

 

 

 

 The Bioinformatics Facility is maintaining a workflow documentation for RNA-seq. Go to 

http://cbsu.tc.cornell.edu/lab/userguide.aspx, click “workflows”.   


